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Virtual Machine (VM) placement and scheduling determines 
where and when VMs run across physical hosts 

Efficient VM placement and scheduling remain critical for 
optimizing resource utilization  

Growing complexity, scale, and workload diversity can 
provide challenges for cloud infrastructure providers 

 

Motivation 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Examples of research about resource allocation in cloud deployments 

Usually, algorithms are evaluated based on synthetic 
data and lack real-world workload characteristics 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Examples of research about resource allocation in cloud deployments 

Usually, algorithms are evaluated based on synthetic 
data and lack real-world workload characteristics. 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A data-driven evaluation is important for a realistic assessment of 
scheduling and placement algorithms. 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Related Work. Common Cloud Datasets and SAP. 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We present the first public dataset providing VM workload of a major cloud infrastructure. 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Context 

Large-scale, real-world cloud computing environment of SAP 

Diverse workload from lightweight to resource-intensive tasks 

 

Research Objectives 

Analyse compute workload of the SAP Cloud infrastructure 

Identify scheduling inefficiencies 

Provide data-driven insights for new scheduling solutions 

Context and Research Objectives 

13 



The SAP Cloud Infrastructure Dataset A Reality Check of Scheduling and Placement of VMs in Cloud Computing 
Arno Uhlig, Iris Braun, Matthias Wählisch 

Agenda 

Motivation and Background 1 

The SAP Cloud Infrastructure 2 

Key Findings 4 

5  Conclusion and Outlook 

The SAP Cloud Infrastructure Dataset 3 

14 



The SAP Cloud Infrastructure Dataset A Reality Check of Scheduling and Placement of VMs in Cloud Computing 
Arno Uhlig, Iris Braun, Matthias Wählisch 

The SAP Cloud Infrastructure 

15 regions 
29 availability zones 

200k VMs 
  

500k Cores 

20   PiB Memory 

120 PiB Storage 

3,2  Tb/s SAP Backbone 

>
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Hierarchical Abstractions 
Region
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Hierarchical Abstractions 

Availability Zone Availability Zone

Region
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Placement and Scheduling of Components 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Data Corpus. Publicly Available. 
Data Sources and Collection 

VMware telemetry (vCenter, vROps) 

Prometheus monitoring stack + Thanos for long-term storage 

Custom exporters and other tools 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Data Corpus. Publicly Available. 
Data Sources and Collection 

VMware telemetry (vCenter, vROps) 

Prometheus monitoring stack + Thanos for long-term storage 

Custom exporters and other tools 

Coverage 

30-day continuous observation period 

Sampling interval from 30s-300s 

~48,000 VMs across ~1,800 hypervisors in a single region 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Data Sources and Collection 

VMware telemetry (vCenter, vROps) 

Prometheus monitoring stack + Thanos for long-term storage 

Custom exporters and other tools 

Coverage 

30-day continuous observation period 

Sampling interval from 30s-300s 

~48,000 VMs across ~1,800 hypervisors in a single region 

Key Metrics 

CPU, memory, network, storage, workload composition 

VM- and hypervisor node-level metrics 

Data Corpus. Publicly Available. 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Free CPU Utilization per Node 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Free CPU Utilization per Node 

Within a building block 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CPU Contention and Ready Time Across Nodes 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CPU Contention and Ready Time Across Nodes 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Free Memory Utilization per Node 

Across availability zone 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Over- and Underprovisioning of VMs 
 

Key Findings 

1) Virtual machines are predominantly overprovisioned in terms of CPU resources. 

 

CPU  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Over- and Underprovisioning of VMs 
 

Key Findings 

1) Virtual machines are predominantly overprovisioned in terms of CPU resources. 

2) Virtual machines are often underprovisioned in terms of memory resources. 

Memory  CPU  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VM Lifetime Grouped by vCPU Count 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Key Findings - Implications for Scheduling  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Combine placement and 
dynamic rescheduling  

Consider dominant 
resources  per VM  

Static, one-time placement is often insufficient 
Continuous monitoring and selective 
migrations can mitigate long-term imbalances 

Periodic assessment  
may be beneficial 

Data-driven feedback loops 
are key 

Workload lifetime data is 
important 

This helps to avoid inefficiencies 
CPU vs. memory trade-off 
 

Temporal and spatial variability exist 
because load fluctuates over time and 
across hypervisor nodes 

Long-lived VMs dominate capacity 
Short-lived VMs increase churn 
Awareness improves stability and reduces 
fragmentation 

Real-time telemetry data should be 
considered by the scheduling logic  
Enables adaptive consolidation and 
policy adjustments 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Conclusion 

Resource scheduling in cloud infrastructures is  an open challenge 

Real-world data is needed but existing datasets lack focus on VMs 

Our data highlights inefficiencies in current VM placement and scheduling 

High utilization on some hypervisors while others are underutilized 

Resource contention (predominantly CPU) remains a problem 

All artifacts, including our dataset, are publicly available 

 

Conclusion and Outlook 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Conclusion 

Resource scheduling in cloud infrastructures is  an open challenge 

Real-world data is needed but existing datasets lack focus on VMs 

Our data highlights inefficiencies in current VM placement and scheduling 

High utilization on some hypervisors while others are underutilized 

Resource contention (predominantly CPU) remains a problem 

All artifacts, including our dataset, are publicly available 

Outlook 

Improve initial placement, e.g., using historical measures  

Implement dynamic scheduling (re-balancing) to improve load distribution 

Conclusion and Outlook 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